MID LEVEL ORACLE DBA INTERVIEW QUESTIONS
Question 1: what is difference between Co-related sub query and nested sub query?
Answer:
Co-related sub query is one in which inner query is evaluated only once and from that result outer
query is evaluated.
Nested query is one in which Inner query is evaluated for multiple times for getting one row of that
outer query.
ex. Query used with IN() clause is Co-related query.
Query used with = operator is Nested query
Question 2: How do I write a cron which will run a SQL query and mail the results to a
group?
Answer:
Use DBMS_JOB for scheduling a cron job and DBMS_MAIL to send the results throught email.
Question 3: What operator performs pattern matching
Answer:
LIKE operator
Question 4: What is the use of the DROP option in the ALTER TABLE command
Answer:
It is used to drop constraints specified on the table.
Question 5: Which date function is used to find the difference between two dates
Answer:
MONTHS_BETWEEN
Question 6: What is the advantage of specifying WITH GRANT OPTION in the GRANT
command?
Answer:
The privilege receiver can further grant the privileges he/she has obtained from the owner to any
other user.
Question 7: What is the use of CASCADE CONSTRAINTS
Answer:
When this clause is used with the DROP command, a parent table can be dropped even when a
child table exists.
Question 8: Which function is used to find the largest integer less than or equal to a
specific value
Answer:
FLOOR
Question 9: What operator tests column for the absence of data
Answer:
IS NULL operator
Question 10: What are the steps involved in Database Startup?
Answer:
Start an instance, Mount the Database and Open the Database.
Question 11: What are the steps involved in Database Shutdown?
Answer:
Close the Database; Dismount the Database and Shutdown the Instance.
Question 12: What is Restricted Mode of Instance Startup?
Answer:
An instance can be started in (or later altered to be in) restricted mode so that when the
database is open connections are limited only to those whose user accounts have been
granted the RESTRICTED SESSION system privilege.
Question 13: What are the different modes of mounting a Database with the Parallel
Server?
Answer:
Exclusive Mode If the first instance that mounts a database does so in exclusive mode, only
that Instance can mount the database.
Parallel Mode If the first instance that mounts a database is started in parallel mode, other
instances that are started in parallel mode can also mount the database.
Question 14: What is Full Backup?
Answer:
A full backup is an operating system backup of all data files, on-line redo log files and control
file that constitute ORACLE database and the parameter.
Question 15: Can Full Backup be performed when the database is open?
Answer:
No.
Question 16: What is Partial Backup?
Answer:
A Partial Backup is any operating system backup short of a full backup, taken while the
database is open or shut down.
Question 17: 144. What is On-line Redo Log?
Answer:
The On-line Redo Log is a set of tow or more on-line redo files that record all committed changes
made to the database. Whenever a transaction is committed, the corresponding redo entries
temporarily stores in redo log buffers of the SGA are written to an on-line redo log file by
the background process LGWR. The on-line redo log files are used in cyclical fashion.
Question 18: What is Mirrored on-line Redo Log?
Answer:
A mirrored on-line redo log consists of copies of on-line redo log files physically located on
separate disks; changes made to one member of the group are made to all members.
Question 19: What is Archived Redo Log?
Answer:
Archived Redo Log consists of Redo Log files that have archived before being reused.
Question 20: What are the advantages of operating a database in ARCHIVELOG mode
over operating it in NO ARCHIVELOG mode?
Answer:
Complete database recovery from disk failure is possible only in ARCHIVELOG mode.
Online database backup is possible only in ARCHIVELOG mode.
Question 21: What is Log Switch?
Answer:
The point at which ORACLE ends writing to one online redo log file and begins writing to another
is called a log switch.
Question 22: What are the steps involved in Instance Recovery?
Answer:
Rolling forward to recover data that has not been recorded in data files, yet has been recorded
in the on-line redo log, including the contents of rollback segments.
Rolling back transactions that have been explicitly rolled back or have not been committed as
indicated by the rollback segments regenerated in step a.
Releasing any resources (locks) held by transactions in process at the time of the failure.
Resolving any pending distributed transactions undergoing a two-phase commit at the time of
the instance failure.
Question 23: Do you need a commit after DDL statements?
Answer:
DDL IS A AUTO COMMIT YOU DON T NEED TO COMMIT AGAIN
Question 24: How would you pass hints to the SQL processor?
Answer:
USING COMMENT LINES WITH (+) SIGN YOU CAN PASS THE HINTS TO SQL ENGINE
For example /* +PARALLEL( ) */
Question 25: what is the difference between group by and order by?
Answer:
Group by is used when we use aggregate functions on the columns in a query the other columns
should be in group by query
eg:
select empno,ename,sum(sal) from emp
group by empno,ename
Order by is used to sort values either in ascending or descending order
Question 26: What are the Large object types supported by Oracle?
Answer:
BLOB
CLOB
NLOB
These usually support data up to 4GB
Question 27: What are the Characteristics of Data Files?
Answer:
A data file can be associated with only one database. Once created a data file can't change size.
One or more data files form a logical unit of database storage called a tablespace
Question 28: What is the difference between SID and Global Database Name?
Answer: SID (System Identifier) : A SID (almost) uniquely identifies an instance. Actually,
$ORACLE_HOME, $ORACLE_SID and $HOSTNAME identify an instance uniquely. The SID is
64 characters, or less; at least on Oracle 9i. The system identifier is included in the
CONNECT_DATA parts of the connect descriptors in a tnsnames.ora file. The SID defaults to the
database name.
Global Database Name : A database is uniquely identified by a global database name. Usually, a
global database name has the form somename.domain. The global database name is the
composit of db_domain and db_name.
Question 29: What is the difference between materialized view and snapshot?
Answer:
A materialized view is a replica of a target master from a single point in time. The concept was
first introduced with Oracle7 termed as SNAPSHOT. In Oracle release 7.1.6 snapshots were
enhanced to enable DMLs along with a new terminology, updatable snapshots. With Oracle8.1.6
snapshots started to be used in data warehouse environments so anew terminology materialized
view was introduced to address both distributed and data warehouse materialized views.
Question 30: What are the components of Physical database structure of Oracle
Database?
Answer:
ORACLE database is comprised of three types of files. One or more Data files, two are more
Redo Log files, and one or more Control files.
Question 31: What is a Temporary Segment?
Answer:
Temporary segments are created by ORACLE when a SQL statement needs a temporary work
area to complete execution. When the statement finishes execution, the temporary segment
extents are released to the system for future use.
Question 32: What is a Data File?
Answer:
Every ORACLE database has one or more physical data files. A database's data files contain all
the database data. The data of logical database structures such as tables and indexes is
physically stored in the data files allocated for a database.
Question 33: What is a Redo Log?
Answer:
The set of Redo Log files for a database is collectively known as the database's redo log.
Question 34: What is the function of Redo Log?
Answer:
The Primary function of the redo log is to record all changes made to data.
Question 35: What is the use of Redo Log Information?
Answer:
The Information in a redo log file is used only to recover the database from a system or media
failure prevents database data from being written to a database's data files.
Question 36: What does a Control file Contain?
Answer:
A Control file records the physical structure of the database. It contains the following information.
Database Name
Names and locations of a database's files and redo log files.
Time stamp of database creation.
Question 37: What is the use of Control File?
Answer:
When an instance of an ORACLE database is started, its control file is used to identify the
database and redo log files that must be opened for database operation to proceed. It is also
used in database recovery.
Question 38: What is a Data Dictionary?
Answer:
The data dictionary of an ORACLE database is a set of tables and views that are used as a read-
only reference about the database.
It stores information about both the logical and physical structure of the database, the valid users
of an ORACLE database, integrity constraints defined for tables in the database and space
allocated for a schema object and how much of it is being used.
Question 39: What is an Integrity Constrains?
Answer:
An integrity constraint is a declarative way to define a business rule for a column of a table.
Question 40: Describe the different type of Integrity Constraints supported by ORACLE?
Answer:
NOT NULL Constraint - Disallows Nulls in a table's column.
UNIQUE Constraint - Disallows duplicate values in a column or set of columns.
PRIMARY KEY Constraint - Disallows duplicate values and Nulls in a column or set of columns.
FOREIGN KEY Constrain - Require each value in a column or set of columns match a value in a
related table's UNIQUE or PRIMARY KEY.
CHECK Constraint - Disallows values that do not satisfy the logical expression of the constraint.
Question 41: What is difference between UNIQUE constraint and PRIMARY KEY
constraint?
Answer:
A column defined as UNIQUE can contain Nulls while a column defined as PRIMARY KEY can't
contain Nulls.
Question 42: Describe Referential Integrity?
Answer:
A rule defined on a column (or set of columns) in one table that allows the insert or update of a
row only if the value for the column or set of columns (the dependent value) matches a value in a
column of a related table (the referenced value). It also specifies the type of data manipulation
allowed on referenced data and the action to be performed on dependent data as a result of any
action on referenced data.
Question 43: What are the Referential actions supported by FOREIGN KEY integrity
constraint?
Answer:
UPDATE and DELETE Restrict - A referential integrity rule that disallows the update or deletion of
referenced data.
DELETE Cascade - When a referenced row is deleted all associated dependent rows are deleted
Question 44: What is a Tablespace?
Answer:
A database is divided into Logical Storage Unit called tablespace. A tablespace is used to
grouped related logical structures together.
Question 45: What is SYSTEM tablespace and when is it Created?
Answer:
Every ORACLE database contains a tablespace named SYSTEM, which is automatically created
when the database is created. The SYSTEM tablespace always contains the data dictionary
tables for the entire database.
Question 46: Explain the relationship among Database, Tablespace and Data file.
Answer:
Each databases logically divided into one or more tablespaces. One or more data files are
explicitly created for each tablespace.
Question 47: What are synonyms used for?
Answer:
Synonyms are used to:
Mask the real name and owner of an object.
Provide public access to an object
Provide location transparency for tables, views or program units of a remote database.
Simplify the SQL statements for database users.
Question 48: What are Clusters?
Answer:
Clusters are groups of one or more tables physically stores together to share common columns
and are often used together.
Question 49: When can Hash Cluster used?
Answer:
Hash clusters are better choice when a table is often queried with equality queries. For such
queries the specified cluster key value is hashed. The resulting hash key value points directly to
the area on disk that stores the specified rows.
Question 50: What is Row Chaining?
Answer:
In Circumstances, all of the data for a row in a table may not be able to fit in the same data block.
When this occurs, the data for the row is stored in a chain of data block (one or more) reserved
for that segment.
Question 51: What is Data Concurrency and Consistency?
Answer:
Data Concurrency => Means that many users can access data at the same time.
Data Consistency => Means that each user sees a consistent view of the data, including visible
changes made by the user's own transactions and transactions of other users.
Question 52: What is Overloading of procedures?
Answer:
The Same procedure name is repeated with parameters of different datatypes and parameters in
different positions, varying number of parameters is called overloading of procedures.
e.g. DBMS_OUTPUT.put_line
Question 53: What are % TYPE and % ROWTYPE ? What are the advantages of using
these over datatypes?
Answer:
% TYPE provides the data type of a variable or a database column to that variable.
% ROWTYPE provides the record type that represents a entire row of a table or view or columns
selected in the cursor.
The advantages are: You don t need to know about variable's data type
ii. If the database definition of a column in a table changes, the data type of a variable changes
accordingly.
Question 54: Explain the two type of Cursors?
Answer:
There are two types of cursors, Implicit Cursor and Explicit Cursor.
PL/SQL uses Implicit Cursors for queries.
User defined cursors are called Explicit Cursors. They can be declared and used.
Question 55: What are the PL/SQL Statements used in cursor processing?
Answer:
DECLARE CURSOR cursor name, OPEN cursor name, FETCH cursor name INTO or Record
types, CLOSE cursor name
Question 56: What is a database trigger? Name some usages of database trigger?
Answer:
Database trigger is stored PL/SQL program unit associated with a specific database table.
Usages are Audit data modifications, Log events transparently, Enforce complex
business rules Derive column values automatically, Implement complex security
authorizations. Maintain replicate tables.
Question 57: What are the return values of functions SQLCODE and SQLERRM?
Answer:
SQLCODE returns the latest code of the error that has occurred.
SQLERRM returns the relevant error message of the SQLCODE.
Question 58: Explain UNION, MINUS, UNION ALL and INTERSECT
Answer:
UNION - the values of the first query are returned with the values of the second query eliminating
duplicates.
MINUS - the values of the first query are returned with duplicates values of the second query
removed from the first query.
UNION ALL - the values of both queries are returned including all duplicates
Question 59: How do I eliminate the duplicate rows?
Answer:
Delete from emp a where a.rowid > ( select min(rowid) from emp b
where a.empno = b.empno group by empno)
Question 60: Explain CONNECT BY PRIOR TO
Answer:
The start with .. connect by clause can be used to select data that has a hierarchical relationship
(usually some sort of parent->child (boss->employee or thing->parts).
Question 61: What is correlated sub-query?
Answer: A correlated sub-query is a subquery that references the value/s from the main query.
Question 62: What is the use of SAVEPOINTS?
Answer: SAVEPOINTS are used to subdivide a transaction into smaller parts. It enables rolling
back part of a transaction. Maximum of five save points are allowed
Question 63: What is normalization? What is the advantage of normalization (briefly)
Answer: Database normalization is a series of steps followed to obtain a database design that
allows for consistent storage and efficient access of data in a relational database .These steps
reduce data redundancy and the risk of data becoming inconsistent
Question 64: What are the components of physical database structure of Oracle database
Answer: ORACLE database is comprised of three types of files. One or more Data files, two or
more Redo Log files, and one or more Control files.
Question 65: What are different types of segments?
Answer:
temp segment,
undo segment,
table segment,
index segment
Question 66: Can you name few DBMS packages and their use?
Answer:
DBMS_OUTPUT.PUT_LINE('strings');
print out the strings
DBMS_UTILITY.get_time()
get the current time
DBMS_JOBS
to schedule jobs in database
DBMS_STATS
To gather database statistics
Question 67: How can you determine the size of the database?
Answer:
You can query dba_data_files and dba_temp_files
Question 68: How do you find whether the instance was started with pfile or spfile
Answer:
There are 3 different ways :-
1) SELECT name, value FROM v$parameter WHERE name = 'SPFILE'; //This query will return
NULL if you are using PFILE
2) SHOW PARAMETER spfile // This query will returns NULL in the value column if you are using
pfile and not spfile
3) SELECT COUNT(*) FROM v$spparameter WHERE value IS NOT NULL; // if the count is non-
zero then the instance is using a spfile, and if the count is zero then it is using a pfile:
By Default oracle will look into the default location depends on the o/s. Like in unix, oracle will
check in $oracle_home/dbs directory and on windows it will check in oracle_home/database
directory, and the content of pfile is just text based, but spfile content is in binary format, that is
understandable by oracle very well.
Also oracle server always checks the spfile or pfile with these sequences:-
SPFILE<SID>.ORA
SPFILE.ORA
PFILE<SID>.ORA
PFILE.ORA
Question 69: How do you pin an object.
Answer: Use dbms_shared_pool procedure.
EXECUTE DBMS_SHARED_POOL.KEEP(OBJECTNAME);
Question 70: What is the use of COMPRESS option in EXP command?
Answer:
Flag to indicate whether export should compress fragmented segments into single extents.
Question 71: How can you find out within a PL/SQL block if a CURSOR is open or not
Answer: By using %ISOPEN cursor status variable
Question 72: Explain three methods of transferring a table between two schema
Answer:
EXPORT-IMPORT
CREATE TABLE .. AS SELECT
COPY command
